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Architecture Aspect & Software 
 

The architecture of this project is composed of one main game class and four connected 
interfaces. This allows for flexible modularization of the board model representation, online 
server communication, visual board view, and artificial intelligence evaluation function.  The 
board model module is always required, while the server client, board view, and evaluation 
function modules are all optional, for certain circumstances. 
 
Main Game Class 
 

The main game class contains the main game loop, and connects all four of the 
interfaced modules. If a server client module exists, this class will relay received player moves 
from the server to the board model, and send player moves to the server. If a board view 
module exists, it will be notified to redraw when the board model changes. If an evaluation 
function exists, it will be used for determining the best move by the artificial intelligence. The 
game class allows for three modes of game play; AI vs online player, AI neural network training, 
and AI vs AI/random viewing mode. 
 
Board Model 
 

The board model manages the board state and player data structure. It is always 
required for any mode of gameplay. Stored information includes the location of black or white 
queens and their arrows on the board, the current player turn, and time since the start of last 
move. The board model also handles move validation, valid move generation, and chamber 
calculation. This interface is implemented as a two dimensional array of byte values. 
 
Server Client 
 

The server client handles online play through a server. It is not used when running 
simulations, or when training the AI. Moves are sent and received, with the row/column index 
translated to/from the conventions of the server and this project. The AI player’s color is 
assigned as directed by the server. The project’s implementation extends the 
ygraphs.ai.smart_fox.games.GamePlayer class for playing on the SmartFox server. It contains a 
SmartFoxLobby interface which allows for room joining from either the command line or window 
GUI. 



Board View 
 

The board view translates the board model into a viewable form. It is not used when 
running AI training simulations, in order to improve performance. It is implemented as a GUI with 
custom graphics, or as an ASCII board for command line use. The GUI “smart” fills in arrow 
corners, making it very clear where queens can or cannot move. 
 
Evaluation Function 
 

The evaluation function converts a given state of the board into a double value in the 
range of 1.0 to -1.0, representing whether the board state is favoured for black or white. 
Excluding this module will result in the AI using a randomized evaluation function. This interface 
has been implemented as a neural network, trained using move sets pertaining to a given game 
end state. 
 

 
AI Technical Aspects 

 
State Space Search 
 

The artificial intelligence has been implemented as an iteratively deepening game state 
space search, in which the depth is limited by a given turn time limit. Aside from a depth of zero, 
each given state node is valued by the expected value of child state nodes. For example, node 
values at depth zero represent the evaluation function value for a possible player move, while 
node values at depth one represent the average value of the evaluation function for all opponent 
moves possible after the player performs a given move. This ensures that the AI maximizes its 
expected favorability while minimizing the opponents favorability, as defined by the evaluation 
function/heuristic. 

 
Search Concurrency 
 

In order to increase the performance of the state space search, each node is evaluated 
concurrently in its own thread, using a work-stealing execution pool. At the start of every move, 
each possible move evaluation is added to the execution pool. Every move is evaluated, and 
the best move index is recorded. When the current depth is completed, the process is repeated 
for the next depth level. As soon as the turn time limit is reached, the execution pool is 
immediately shut down and the best move found is used. 

 
 
  



Neural Network Heuristic 
 

The evaluation function is implemented as a standard neural network, using 
backpropagation training. Training data is generated by randomly simulating a game until one of 
the opponents cannot make a move, or all queens are isolated in chambers. A point ratio from 
1.0 to -1.0 is generated, which represents how strongly either black or white won the game. For 
all of the moves in a simulated game, the board state before and after the move is used for the 
neural network input, while the endgame ratio is used as the expected output for training. This 
allows for a neural network heuristic which can rank how favourable a given move is, for either 
black or white. Trained neural network models can be saved and loaded from file. 
 

 
Unimplemented Aspects & Research 

 
Due to time restraints, these features were not able to be incorporated into the project. 

The neural network heuristic underperformed compared to traditional heuristics used for the 
game of amazons, but it most likely would have performed much better with these additions. 

 
Dedicated Graphics Card Computation 
 

The first major unimplemented component is GPU computation. The orders of 
magnitude faster running and training would not only result in a much better neural network 
model, but the state space search would also be able to search deeper in the given time limit. 
The project would have used the Open Computing Language (OpenCL) , but it can be difficult 
and messy to implement in Java. 

 
Long Short-Term Memory Neural Network 
 

The second unimplemented component is a long short-term memory neural network. 
This is an advanced model of a recurrent neural network, able to remember things for almost 
any amount of time. Logical gates within the network’s neurons determine whether it should 
remember, forget, or update a stored value. This would allow for the neural network heuristic to 
draw upon the whole history of the game, as opposed to just the state before and after a move, 
for making its evaluation. However, being a much more complicated network with many more 
weights to train, GPU computation must be used for feasible training time. 

 
 
  



Genetic Training Algorithm 
 

The third unimplemented component is a genetic neural network training algorithm, 
which also determines the size and structure of the network. Much experimentation was needed 
for determining the structure of the neural network, which takes away from training time once 
the structure is determined. Implementing a genetic training algorithm would allow for the 
network to be trained and its structure determined at the same time, allowing for as much 
training time as possible. 

 
Real Game Data 
 

The final unimplemented component is training the neural network with real game data, 
in addition to simulated games. Real game data would need to be retrieved from a server, 
translated into the project’s index convention and board model, and compiled into training sets 
for the neural network. This would increase the frequency that the neural network would train 
with games using applied strategy, as opposed to random simulation. 


